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	PART I
History: From Ancient Automata to the Modern Era



1.  Pre-History of Artificial Intelligence
The idea of constructing beings capable of thought, motion, or speech long predates the digital age. It is woven into the mythology, philosophy, and engineering traditions of many civilisations — and understanding this deep background is essential for placing the modern AI revolution in its proper human context.
1.1  Myth, Automata, and the Ancient Imagination
Myths of artificial life appear in humanity's oldest recorded stories. In ancient Greek mythology the god Hephaestus forged Talos, a bronze giant patrolling Crete, and crafted golden handmaidens capable of speech and purposeful action. These stories expressed a deep human intuition that intelligence might be replicated in constructed form. The Greek engineer Hero of Alexandria (c. 10–70 CE) designed automated theatrical performances using ropes, drums, and counterweights — machines programmable in the sense that their behaviour was fully fixed in advance by their mechanical arrangement. Medieval Islamic scholar Al-Jazari documented hundreds of automata in his twelfth-century Book of Knowledge of Ingenious Mechanical Devices, including programmable musical instruments driven by pegged cylinders — a concept directly ancestral to early computing. Leonardo da Vinci drew plans for a mechanical knight capable of articulated movement, reflecting the Renaissance's systematic engagement with replicating biological behaviour in constructed materials.
1.2  Mechanism, Philosophy of Mind, and the Seeds of Computation
The Scientific Revolution brought a fundamentally new framing to questions of mind and mechanism. René Descartes proposed in his 1637 Discourse on the Method that animals were essentially biological machines governed entirely by physical law (Descartes, 1637). His contemporary Gottfried Wilhelm Leibniz developed an early mechanical calculator and proposed a 'universal calculus of reasoning' through which all human thought might in principle be reduced to calculation (Leibniz, 1666) — the direct philosophical ancestor of the AI project.
Jacques de Vaucanson's 1739 programmable loom, extended by Joseph-Marie Jacquard into the landmark Jacquard loom of 1804, was the first practical demonstration of a programmable machine, using punched cards to control weaving patterns. It directly inspired Charles Babbage. Babbage's Analytical Engine, designed from 1837 onward, was a general-purpose mechanical computer with memory, a processor, and programmable instruction input. Ada Lovelace, collaborating with Babbage, published in 1843 what is recognised today as the first algorithm — instructions for computing Bernoulli numbers — and foresaw the Engine's capacity for any symbolic operation, while cautioning that 'the Analytical Engine has no power of originating anything. It can only do what we know how to order it to perform' (Lovelace, 1843).
George Boole's 1854 An Investigation of the Laws of Thought showed that logical reasoning could be expressed algebraically using only two values — true and false — establishing the mathematical foundation of all digital computing (Boole, 1854). In 1931, Kurt Gödel's Incompleteness Theorem proved that any sufficiently powerful formal system necessarily contains truths that cannot be proved within it, establishing fundamental limits on what any computational system can achieve (Gödel, 1931).
1.3  Turing, Shannon, Wiener, and the Conceptual Birth of AI
Alan Turing's 1936 paper 'On Computable Numbers' described an abstract machine capable of simulating any computation expressible as a finite rule-set, establishing the theoretical scope and limits of all computation (Turing, 1936). His 1950 paper 'Computing Machinery and Intelligence' posed the question 'Can machines think?' and proposed the Imitation Game — now universally known as the Turing Test — as an operational criterion for machine intelligence (Turing, 1950). Turing's wartime work at Bletchley Park built Colossus (1944), the world's first large-scale programmable electronic digital computer.
Norbert Wiener's 1948 book Cybernetics introduced the science of communication and control in animals and machines, demonstrating that purposeful behaviour in both biological and mechanical systems arises from feedback loops in which a system's output is measured and fed back to regulate future behaviour (Wiener, 1948). Claude Shannon's concurrent 1948 paper 'A Mathematical Theory of Communication' quantified information in binary digits, establishing that all information is a physical quantity subject to mathematical laws — the theoretical basis for digital communication and data-driven machine learning (Shannon, 1948). In 1943 Warren McCulloch and Walter Pitts published 'A Logical Calculus of the Ideas Immanent in Nervous Activity,' showing mathematically how networks of simplified model neurons could compute any logical function (McCulloch & Pitts, 1943) — the first formal neural network model and the direct ancestor of deep learning.
	Key Insight for General Readers
Before the first computer was ever built, mathematicians had already laid every theoretical pillar of AI: reasoning as computation (Leibniz, Boole, Turing); networks of simple units producing complex behaviour (McCulloch & Pitts); information as a measurable physical quantity (Shannon); and self-regulating feedback as the basis of purposeful behaviour in machines and organisms (Wiener). The AI revolution of the twenty-first century is, in this sense, the culmination of centuries of mathematical thought.



2.  The Formal History of AI (1956 to the Present)
2.1  The Dartmouth Conference and the Birth of a Discipline (1956)
In the summer of 1956, John McCarthy, Marvin Minsky, Nathaniel Rochester, and Claude Shannon organised a two-month workshop at Dartmouth College that is universally recognised as the founding event of artificial intelligence as a formal discipline. The workshop proposal stated the conjecture that 'every aspect of learning or any other feature of intelligence can in principle be so precisely described that a machine can be made to simulate it' (McCarthy et al., 1955). McCarthy coined the phrase 'artificial intelligence.' Participants Herbert Simon and Allen Newell arrived having already written the Logic Theorist — one of the world's first working AI programs.
2.2  Symbolic AI, Early Programs, and the First AI Winter (1956–1980)
The Logic Theorist (Newell, Shaw & Simon, 1958) proved mathematical theorems by symbolic manipulation; its successor the General Problem Solver (1957) applied means-ends analysis to general problem-solving. ELIZA (Weizenbaum, 1966), an early natural-language program simulating a therapist, famously led users to attribute genuine understanding to it despite having no semantic comprehension — an anthropomorphising tendency Weizenbaum found alarming enough to warrant a book-length warning (Weizenbaum, 1976). DENDRAL (Feigenbaum et al., 1965) was among the first programs to exceed human expert performance on a specialised domain task. Minsky and Papert's Perceptrons (1969) proved that single-layer networks could not solve the XOR problem, effectively halting neural network research for over a decade (Minsky & Papert, 1969).
By the early 1970s, the gap between AI's promises and achievements was unmistakable. The Lighthill Report (1973) delivered a scathing assessment of AI research progress, directly triggering funding cuts in the United Kingdom. DARPA similarly curtailed US support. This first AI winter (c. 1974–1980) was characterised by reduced funding and widespread institutional scepticism.
2.3  Expert Systems, the Second Wave, and the Second Winter (1980–1993)
AI recovered through expert systems: programs encoding specialist knowledge as explicit if-then rules. MYCIN demonstrated bacterial infection diagnosis at or above specialist level (Shortliffe, 1976); R1/XCON reportedly saved Digital Equipment Corporation millions annually in computer configuration work. Japan's Fifth Generation Computer Systems Project (1982–1992) invested hundreds of millions in AI hardware. Paul Werbos developed backpropagation in 1974, largely ignored until Rumelhart, Hinton, and Williams (1986) demonstrated in a landmark Nature paper that multi-layer neural networks could learn complex data representations — planting the seeds of the deep learning revolution.
The expert systems bubble collapsed by 1987. Systems proved brittle — confined to narrowly scoped rules, unable to update knowledge without manual reprogramming, and expensive to maintain. Dedicated LISP machine hardware became obsolete as general-purpose workstations improved. A second AI winter set in, prompting a branching of approaches: neural networks with backpropagation, probabilistic Bayesian methods and hidden Markov models (transformative for speech recognition), and behaviour-based robotics.
2.4  Statistical Learning, the Internet, and Renewed Progress (1993–2011)
Machine learning methods — Support Vector Machines (Vapnik, 1995), decision trees, random forests — began outperforming expert systems by learning patterns from data rather than encoding rules. Hidden Markov Models transformed speech recognition. In May 1997, IBM's Deep Blue defeated world chess champion Garry Kasparov, demonstrating for the first time that computers could surpass human performance on a game long considered to require the highest levels of intelligence. The explosion of the World Wide Web simultaneously generated an unprecedented corpus of digital data that would prove essential to the machine learning revolution of the following decade.
2.5  The Deep Learning Revolution (2006–2016)
Hinton, Osindero, and Teh (2006) demonstrated that deep belief networks with many hidden layers could be trained effectively using a layer-by-layer pretraining strategy, challenging the prevailing view that deep networks were intractable. The decisive public demonstration came at the 2012 ImageNet Large Scale Visual Recognition Challenge, where AlexNet — a deep convolutional network by Krizhevsky, Sutskever, and Hinton (2012) — achieved an error rate of 15.3% against 26.2% for the best non-neural competitor. The margin was so large that it immediately redirected computer vision research toward deep learning and triggered a wave of industry investment. Deep learning proceeded to displace previous best methods across domain after domain: speech recognition, natural language processing, medical imaging, and molecular biology. Goodfellow et al. (2014) introduced Generative Adversarial Networks (GANs), enabling AI to generate realistic synthetic content for the first time. DeepMind's AlphaGo (Silver et al., 2016) defeated world Go champion Lee Sedol in a result widely described as decades ahead of schedule.
2.6  The Transformer Era and the Rise of Generative AI (2017–Present)
Vaswani et al. (2017) introduced the Transformer architecture in 'Attention Is All You Need,' replacing recurrent networks with self-attention — a mechanism that directly relates every element in a sequence to every other simultaneously, enabling both superior long-range pattern capture and massive parallelisation during training. This made it feasible to train models on orders of magnitude more data, a shift as consequential as the move from vacuum tubes to transistors.
OpenAI's GPT series demonstrated the scaling potential of transformers: GPT-2 (Radford et al., 2019) generated text convincing enough that its authors initially withheld public release; GPT-3 (Brown et al., 2020) with 175 billion parameters performed a wide range of tasks from natural language prompting alone. Image generation matured rapidly through diffusion models (Ho et al., 2020), powering Stable Diffusion, DALL-E, and Midjourney. The defining public moment was ChatGPT in November 2022, reaching 100 million users within two months — the fastest consumer application growth in history (OpenAI, 2023) — demonstrating that a large language model behind a conversational interface was immediately useful to people with no technical background. This triggered competitive development from Google (Gemini), Anthropic (Claude), Meta (LLaMA), and hundreds of startups.
Critically, the Generative AI era is not a historical chapter — it is the ongoing foundation of the current AI landscape. GPT-4o, Claude 3.5 and 3.7 Sonnet, Gemini 2.0, Sora (video generation), and Midjourney v6 all arrived in 2023–2025 and represent continuing acceleration, not plateau. Every AI agent, every multimodal model, and every AI-powered product today is built on generative AI capabilities at its core.
2.7  The Agentic AI Layer (2023–Present):
Agentic AI is not a successor to Generative AI — it is Generative AI's next evolutionary layer. An AI agent uses a large language model (a generative AI system) as its core reasoning engine and wraps it with three additional capabilities: tool use (the model calls external functions — web search, code execution, database queries, APIs); persistent memory (the agent stores and retrieves information across steps, maintaining state over long tasks); and multi-step planning (the agent decomposes a complex goal into sub-tasks, executes them in sequence, and revises its plan based on intermediate results) (Yao et al., 2023; Wang et al., 2024). Strip those three additions away, and what remains is the generative AI model underneath. This is why both paradigms coexist and reinforce each other.
The distinction is clearest in what happens after receiving input. When you ask an LLM to write a cover letter, it generates text and stops: one prompt, one response. When you give an AI agent the goal of 'research the three leading suppliers in this market and draft a procurement brief,' it searches the web, extracts and compares data, drafts the document using its generative capabilities, formats and saves the output, and reports back — all without step-by-step instructions. The generative capability is present at every step; what is added is autonomy, memory, and real-world reach.
Key milestones marking the agentic layer: ReAct (Yao et al., 2023), a framework interleaving reasoning traces with tool-use actions; AutoGPT (2023), the first widely-used public demonstration of autonomous multi-step LLM task execution; OpenAI's function-calling API (2023), providing structured LLM-to-tool connectivity; Anthropic's Model Context Protocol (MCP, 2024), an open standard for connecting AI agents to external data sources and services; and proliferating multi-agent frameworks applying networks of collaborating AI models to software engineering (Devin; SWE-agent), scientific research automation (Boiko et al., 2023), and enterprise workflow orchestration (Park et al., 2023). By 2024–2025, every major AI company had repositioned agents as its primary product direction.
Agentic AI introduces qualitatively new risks beyond those of static generative models — because when a system acts autonomously in the world, errors can compound across time and may be irreversible. These risks are analysed in depth in Sections 15.3 and 18.2.

	Generative AI (2017–present, ONGOING)
	Agentic AI (2023–present, BUILT ON GENERATIVE AI)

	Produces content in response to a prompt
	Plans and executes sequences of actions toward a goal

	Reactive and stateless: each prompt is independent
	Stateful: maintains memory across steps and sessions

	One prompt → one response → done
	One goal → multi-step plan → execution → result

	The model is the tool
	The model is the reasoning engine inside the tool

	Core risk: hallucination, bias in outputs
	Core risk: compounding errors, irreversible real-world actions

	Defining moment: ChatGPT Nov 2022
	Defining moment: AutoGPT, function calling, MCP (2023–24)

	Still accelerating: GPT-4o, Claude 3.7, Gemini 2.0, Sora
	Built on top of continuing generative AI advances


Table 2.1: Generative AI and Agentic AI are layered, not sequential. Agentic AI uses generative AI as its core engine.

Major Milestones — Eight Eras of AI
	Year
	Era
	Milestone

	1804
	Jacquard's punched-card loom — first programmable machine
	Pre-History

	1843
	Ada Lovelace publishes the world's first algorithm
	Pre-History

	1854
	Boole's Laws of Thought — foundation of digital logic
	Pre-History

	1936
	Turing's theoretical computing machine
	Foundations

	1943
	McCulloch-Pitts: first formal neural network model
	Foundations

	1948
	Shannon's Information Theory; Wiener's Cybernetics
	Foundations

	1950
	Turing Test proposed in 'Computing Machinery and Intelligence'
	Foundations

	1956
	Dartmouth Conference — AI named as a discipline
	Symbolic AI

	1966
	ELIZA — first natural-language chatbot
	Symbolic AI

	1974–80
	First AI Winter: funding cuts after unmet expectations
	Symbolic AI

	1980s
	MYCIN, XCON — expert systems boom
	Expert Systems

	1986
	Backpropagation repopularised (Rumelhart et al.)
	Expert Systems

	1987–93
	Second AI Winter: expert systems collapse
	Expert Systems

	1997
	Deep Blue defeats Kasparov at chess
	Stat. Learning

	2006
	Deep belief networks revival (Hinton et al.)
	Deep Learning

	2012
	AlexNet / ImageNet — deep learning breakthrough
	Deep Learning

	2014
	Generative Adversarial Networks introduced
	Deep Learning

	2016
	AlphaGo defeats world Go champion Lee Sedol
	Deep Learning

	2017
	Transformer architecture — 'Attention Is All You Need'
	Generative AI

	2020
	GPT-3: 175 billion parameters, few-shot learning
	Generative AI

	2021
	AlphaFold 2 solves protein structure prediction
	Generative AI

	2022
	ChatGPT: 100 million users in 2 months
	Generative AI

	2023
	GPT-4, Claude, Gemini, LLaMA 2 — competitive proliferation
	Generative AI

	2024–25
	GPT-4o, Claude 3.5/3.7, Gemini 2.0, Sora — ONGOING
	Generative AI

	2023
	ReAct, AutoGPT, function calling — agentic layer emerges
	Agentic AI

	2024
	MCP standard, Devin, SWE-agent, multi-agent frameworks
	Agentic AI

	2024–25
	Enterprise AI agents, autonomous research pipelines — ONGOING
	Agentic AI


Table 2.2: Major AI milestones across eight eras. Gold rows = Generative AI era (ongoing); amber rows = Agentic AI layer (built on generative AI).



	PART II
Foundations: How AI Actually Works



3.  What Is Artificial Intelligence?
Despite its ubiquity in public discourse, artificial intelligence has no single universally accepted definition. The field is interdisciplinary, fluid, and continuously evolving. For this document, AI refers to the capability of algorithms integrated into systems and tools to learn from data and perform automated tasks without requiring a human to explicitly program every step (WHO, 2024). This encompasses: AI models (input data, pattern-recognition algorithm, output); AI systems (extending the model to incorporate additional data and context); and AI solutions (the full ecosystem of software, hardware, infrastructure, and user interfaces).
All current AI is 'narrow AI' (also called 'weak AI') — systems achieving impressive performance on specific, well-defined tasks but unable to transfer capability to unfamiliar domains the way humans can. A system excelling at chest X-ray diagnosis cannot answer questions about history; a language model cannot drive a car. The theoretical goal of Artificial General Intelligence (AGI) — a system performing any intellectual task a human can, with fluid cross-domain transfer — remains unsolved and deeply contested (Bostrom, 2014; LeCun, 2022).
	Narrow AI vs. Artificial General Intelligence (AGI)
Narrow AI (today's reality): Systems designed for specific tasks with high performance within their domain and no generalisation outside it. Examples: image recognition, speech transcription, credit scoring, text generation, protein structure prediction.  AGI (theoretical future goal): A system capable of any intellectual task a human can perform, transferring learning freely across domains and adapting autonomously to novel challenges. No AGI system exists today. Whether and when AGI will be achieved is among the most contested questions in AI research, with expert estimates ranging from 'within a decade' to 'never with current approaches.'



4.  The Four Types of AI — A Framework for Understanding
AI systems can be usefully categorised into four types defined by what they produce, how they operate, and their relationship to autonomy. The four types are not mutually exclusive: they form a layered architecture in which each builds on those beneath it.
4.1  Discriminative AI (Predictive AI)
Discriminative AI learns a mapping between inputs and outputs from labelled training data. Given a new input, it asks: 'To which category does this belong?' or 'What value should this produce?' It is the workhorse of enterprise AI — powering fraud detection (is this transaction fraudulent?), medical triage (does this scan show a tumour?), credit scoring (will this applicant repay the loan?), demand forecasting, quality control, and risk assessment. Results are generally more interpretable and auditable than generative or agentic systems. The main limitation is the requirement for labelled training data, which can be expensive to collect, particularly in specialised domains such as medicine (Sarker, 2021).
4.2  Generative AI
Generative AI learns a model of the data itself and uses it to create new content that was not in its training data. Rather than drawing boundaries between categories, it asks: 'What does this kind of data look like, and how can I produce more of it?' Key architectures include Generative Adversarial Networks (Goodfellow et al., 2014), diffusion models (Ho et al., 2020) underpinning Stable Diffusion, DALL-E, and Midjourney, and autoregressive transformer language models (GPT-4, Claude, Gemini) that generate text token by token. Generative AI outputs are rich and flexible — but harder to verify. They can be convincing while being factually incorrect, a phenomenon known as hallucination, addressed in Section 5.4.
4.3  Agentic AI
Agentic AI is the fastest-growing frontier of AI deployment and represents a qualitative expansion beyond the previous two types. Where discriminative AI classifies and predicts, and generative AI creates content, agentic AI plans and acts. An AI agent uses a generative AI model as its core reasoning engine, and adds tool use (calling external functions — web search, code execution, APIs, databases), persistent memory (maintaining state across steps), and multi-step planning (decomposing goals into sub-tasks, executing them, and revising based on feedback) (Russell & Norvig, 2020; Yao et al., 2023).
The practical difference: asking an LLM to 'summarise the competitive landscape of EV battery suppliers' gives you a document. Giving an AI agent the same goal produces a system that searches the web for current data, queries internal databases, cross-references findings, drafts the document, formats it, and delivers a final output — all autonomously. Every step still involves generative AI work; what is added is autonomous direction and real-world reach.
Multi-agent systems — networks of collaborating AI agents — are applied to complex software development, scientific research pipelines, and enterprise workflow automation (Park et al., 2023; Boiko et al., 2023). The safety and governance implications of agentic AI are addressed in Sections 15.3 and 18.2.
	Agentic AI in Practice — A Concrete Example
Goal given to an AI agent: 'Identify the three best academic papers published in the last 12 months on mRNA vaccine delivery mechanisms, summarise their key findings, and draft an annotated bibliography in APA format.'  What the agent does: Searches PubMed and Google Scholar autonomously; filters by date and citation count; reads and extracts key findings from each paper using its language model; ranks them; drafts the bibliography; formats citations correctly; returns the final document.  What a plain LLM would do: Attempt to answer from training data alone (which may be outdated), without accessing current literature — and possibly hallucinate paper titles or authors that do not exist.



4.4  AI as a General-Purpose Technology
AI is widely characterised as a general-purpose technology — a designation shared with the steam engine, electricity, and information and communication technologies — because it can be applied across a vast range of domains and its influence extends deeply into virtually all dimensions of life (Crafts, 2021). Given its effects on research productivity and economic output, AI has been proposed as the basis for a Fourth Industrial Revolution (Schwab, 2017). Like its predecessors, it raises urgent questions about employment, wage distribution, geopolitical power, and social welfare (Chen & Shen, 2019).
5.  Core Architecture: How AI Systems Are Built
5.1  Data: The Raw Material of AI
All modern AI systems learn from data. Structured data is organised in tables or databases — patient records, transaction logs, sensor readings. Unstructured data lacks inherent organisation: free text, images, audio, video, and genomic sequences. The explosive growth of digital activity has produced an unprecedented abundance of unstructured data, and much recent AI progress has been driven by methods for learning from it effectively.
Data quality is a persistent and underappreciated challenge. AI models learn all patterns in their training data — including its errors, gaps, and biases. A training dataset reflecting historical discrimination (hiring records from an era of systematic gender exclusion, for example) will produce a model that perpetuates that discrimination. 'Garbage in, garbage out' applies with particular force: a technically sophisticated model trained on biased data produces biased outputs, often at greater scale and with more apparent authority than human decision-makers (Gebru et al., 2018). This is one reason that data governance and representativeness are central to responsible AI.
5.2  Artificial Neural Networks and Deep Learning
The most powerful AI models in use today are artificial neural networks (ANNs), abstracting from the structure of biological brains. The human brain contains approximately 86 billion neurons, each connected to thousands of others. Information is processed through patterns of electrical activation, with connections strengthened or weakened by experience.
An ANN consists of artificial neurons (nodes) organised into layers: an input layer receiving raw data; hidden layers that extract progressively abstract features; and an output layer producing the final result. A 'deep learning' network has at least two hidden layers — modern networks may have hundreds. Depth enables hierarchical feature learning: early layers detect simple patterns (edges in an image, common letter pairs in text), while deeper layers build these into complex abstractions (faces, concepts, grammatical structures). Training adjusts the network's millions or billions of parameters (weights) through gradient descent and backpropagation — iteratively measuring prediction error and propagating corrections backward through the layers (Rumelhart et al., 1986).
	Layer
	Function
	Biological Analogy

	Input Layer
	Receives raw data: pixels, words, sensor values
	Sensory organs — eyes, ears, skin

	Hidden Layers
	Extract progressively abstract features — where all learning happens
	Internal processing: edge → shape → object recognition

	Output Layer
	Produces the final prediction, classification, or generated token
	A decision or utterance: 'This is a tumour' / 'The answer is 42'


Table 5.1: The three functional layers of an artificial neural network.

5.3  The Transformer: The Architecture Behind Modern AI
Prior to 2017, recurrent neural networks (RNNs) and Long Short-Term Memory (LSTM) networks processed sequences step by step, carrying a 'hidden state' forward. This was inherently sequential, hard to parallelise, and prone to losing information from early parts of long sequences. The Transformer architecture (Vaswani et al., 2017) solved both problems using self-attention: for every element in a sequence, the model simultaneously computes a weighted relationship to every other element, capturing long-range dependencies without sequential bottlenecks and enabling full parallelisation during training.
Self-attention is what allows a transformer to read the sentence 'The bank can guarantee deposits will cover tuition costs because it was established so firmly' and correctly resolve that 'it' refers to 'the bank' rather than 'tuition' — by directly computing, for each word, how much every other word contributes to its meaning. Applied at massive scale with billions of parameters trained on trillions of tokens, this mechanism underlies GPT-4, Claude, Gemini, LLaMA, and all other leading large language models.
5.4  Parameters, Scale, Emergent Capabilities, and Hallucination
Parameters (weights) are the numerical values a neural network learns during training. GPT-2 had 1.5 billion parameters; GPT-3 had 175 billion; GPT-4 is reported to have approximately 1.76 trillion (Sifted, 2023). 'Scaling laws' research has shown that model performance improves in a smooth power-law relationship with parameter count and training data volume (Kaplan et al., 2020), motivating a 'bigger is better' development strategy. Larger models also display emergent capabilities — abilities that appear at certain scales and are absent in smaller models, including multi-step mathematical reasoning, code generation, and complex instruction-following (Wei et al., 2022).
As parameter counts grow, so does the model's environmental footprint. Carbon costs span one-time training costs and ongoing inference costs accumulated across every query. The environmental implications are addressed in Section 8.3.
Larger models also remain susceptible to hallucination: outputs that are factually incorrect, nonsensical, or internally contradictory. Hallucinations arise from biased or unrepresentative training data, overfitting (learning training patterns so closely the model fails to generalise), or the autoregressive generation process producing plausible-sounding but inaccurate continuations (Ji et al., 2023). Their consequences range from spreading health misinformation to reinforcing harmful stereotypes. Hallucination is a primary reason responsible deployment requires human oversight and verification.
	Overfitting vs. Hallucination — Two Distinct Failure Modes
Overfitting (affects all ML types): The model memorises its training data so precisely that it fails to generalise to new examples. Indicator: very low training error combined with high test error.  Hallucination (affects generative AI): The model produces fluent, confident outputs that are factually wrong or fabricated. Indicator: plausible-sounding text or images that do not correspond to reality. Hallucination is particularly insidious because the output looks exactly like correct output — there is no obvious signal that something has gone wrong.



5.5  Training, Fine-Tuning, and Reinforcement Learning from Human Feedback
Large language models are developed in stages. Pretraining exposes the model to massive text corpora using a self-supervised next-token prediction objective, enabling the model to develop representations of language, factual knowledge, and reasoning patterns (Brown et al., 2020). Fine-tuning adapts the pretrained model to specific tasks using smaller curated datasets. Reinforcement Learning from Human Feedback (RLHF) has proven particularly effective: human raters rank model outputs for quality and safety; a reward model trained on these preferences is used to train the LLM to produce higher-rated outputs, substantially improving helpfulness and reducing harmful outputs (Ouyang et al., 2022). Anthropic extended this with Constitutional AI, training models to adhere to an explicit set of written principles (Bai et al., 2022). RLHF and Constitutional AI were central to ChatGPT's and Claude's usability and safety profiles respectively.
5.6  Generative Architectures: How AI Creates New Content
Generative Adversarial Networks (GANs) use two competing networks — a generator and a discriminator — trained in opposition until the generator produces content indistinguishable from real examples (Goodfellow et al., 2014). Diffusion models, dominant in image generation since 2021, learn to reverse the process of adding noise to an image, generating new images by progressively denoising random noise. They underlie Stable Diffusion, DALL-E, and Midjourney (Ho et al., 2020). For text, the autoregressive transformer approach generates content token by token, with each new token conditioned on all previous ones — the approach used by all major LLMs.
5.7  Four Machine Learning Approaches
Within all AI model types, machine learning algorithms adopt one or more of four learning approaches. The availability and type of data typically determines which approach is used — and it is common for multiple approaches to be combined in a single pipeline.
	Approach
	Description and Typical Applications

	Supervised Learning
	Trained on labelled input-output pairs with pre-specified goals. Two forms: classification (assigning categories) and regression (predicting continuous values). Used for spam filtering, medical diagnosis, credit scoring. High accuracy but requires labelled data and risks overfitting.

	Unsupervised Learning
	Analyses unlabelled data to find hidden structure: clustering (customer segmentation, gene expression analysis), anomaly detection (cybersecurity, equipment monitoring), and dimensionality reduction. No correct-answer labels; outputs can be harder to evaluate but reveal patterns invisible to supervised methods.

	Semi-Supervised Learning
	Combines small labelled datasets with large unlabelled corpora. LLM pretraining is the dominant form: predict masked or next tokens in unlabelled text, then fine-tune on labelled examples. Also used in medical imaging (generating complete scans from partial data) and fraud detection.

	Reinforcement Learning
	An agent acts in an environment and receives rewards or penalties; it learns through experience to maximise cumulative reward. Drove AlphaGo (Silver et al., 2016), OpenAI Five (Dota 2), and RLHF for LLM alignment (Ouyang et al., 2022). Best suited to sequential decision-making with clear feedback signals.


Table 5.2: Four machine learning approaches. Adapted from Sarker (2021).

5.8  Computer Vision
Computer vision is the branch of AI concerned with enabling machines to interpret and understand visual information from the world. Early approaches relied on hand-crafted rules to detect edges, shapes, and object features, but these methods proved brittle and failed to scale. The deep learning revolution transformed the field: Convolutional Neural Networks (CNNs), which apply learnable filters to extract spatial features hierarchically from images, were the dominant architecture from the AlexNet breakthrough in 2012 (Krizhevsky et al., 2012) through the late 2010s. LeCun et al. (1989) had pioneered CNNs for digit recognition decades earlier, but the combination of large labelled datasets (ImageNet) and GPU computation finally unlocked their potential at scale. Vision Transformers (ViTs), which apply transformer self-attention directly to sequences of image patches, have increasingly superseded CNNs as the state of the art since 2021, offering superior performance on large datasets.
Applications of computer vision now span virtually every domain: medical imaging (detecting tumours in radiology scans, grading cancer on pathology slides, identifying diabetic retinopathy in retinal photographs); autonomous vehicle perception (identifying pedestrians, lane markings, traffic signals, and obstacles in real time); satellite and drone imagery analysis (monitoring deforestation, crop health, glacier retreat, and urban development); industrial quality control; retail analytics; and facial recognition. The last of these is also among the most contested, given well-documented racial bias in commercial facial recognition systems (Buolamwini & Gebru, 2018) and its use in law enforcement and mass surveillance contexts.
5.9  Speech and Audio AI
Speech AI encompasses two distinct but related capabilities: speech recognition (converting spoken audio to text, also called automatic speech recognition or ASR) and speech synthesis (generating spoken audio from text, also called text-to-speech or TTS). Both have been transformed by deep learning.
Speech recognition was an early proving ground for statistical machine learning. Hidden Markov Models dominated the field from the 1970s through the early 2010s, when deep learning approaches began to surpass them significantly. Modern ASR systems based on transformer architectures — including OpenAI's Whisper (2022), trained on 680,000 hours of multilingual audio — achieve near-human accuracy across many languages and acoustic conditions, including noisy environments and diverse accents. These systems underpin voice assistants (Siri, Alexa, Google Assistant), transcription services, call-centre automation, and real-time captioning for accessibility.
Text-to-speech synthesis has undergone an equally dramatic transformation. Traditional concatenative systems stitched together recorded speech fragments; parametric systems modelled speech acoustics through explicit signal processing. Modern neural TTS systems — beginning with DeepMind's WaveNet (2016), which generates audio waveforms directly using dilated causal convolutions — produce speech that is frequently indistinguishable from human recordings, with natural prosody, emotional tone, and voice quality. Subsequent architectures including Tacotron, FastSpeech, and VITS have made high-quality TTS faster and more controllable. These capabilities enable genuine accessibility benefits for people with visual impairments or reading difficulties, and are central to voice interfaces in consumer technology.
Voice cloning — generating realistic synthetic speech in a specific individual's voice from a short audio sample — is an extension of TTS that raises serious concerns about fraud, identity theft, and political manipulation. AI-generated audio impersonating executives, politicians, and family members has already been used in criminal fraud and disinformation operations. Detection of synthetic audio remains an active and technically challenging research area.
5.10  Robotics and Embodied AI
Robotics applies AI to systems that perceive and act in the physical world. Industrial robots have been used in manufacturing since the 1960s, but they operated under tightly constrained conditions, executing pre-programmed motions without adaptively responding to environmental variation. Modern AI-enabled robots are considerably more capable of handling variability and uncertainty, combining computer vision for perception, deep learning for object recognition and grasp planning, and reinforcement learning for skill acquisition.
Moravec's Paradox, articulated by roboticist Hans Moravec in 1988, captures a counterintuitive but empirically robust finding: tasks that are trivially easy for humans — walking across uneven terrain, picking up a novel object, pouring a glass of water — are among the hardest problems in robotics, while tasks difficult for humans (rapid arithmetic, expert chess) are relatively easy for computers (Moravec, 1988). This paradox reflects the fact that sensorimotor skills developed over millions of years of biological evolution are extraordinarily difficult to replicate computationally. Despite progress, dexterous manipulation and robust navigation in unstructured environments remain active frontiers.
Significant recent advances include Boston Dynamics' Spot and Atlas robots demonstrating impressive dynamic mobility; surgical assistance systems (the da Vinci Surgical System) performing precise minimally invasive procedures under human supervision; autonomous warehouse robots (Amazon Robotics) operating at scale in structured logistics environments; and agricultural harvesting robots capable of identifying and picking soft fruit. Foundation models for robotics — large pretrained models that can be fine-tuned for specific manipulation tasks — are a rapidly growing research direction (Brohan et al., 2022). The concept of embodied AI proposes that genuine intelligence requires grounding in physical interaction with the world, not just linguistic pattern matching — a hypothesis motivating significant investment in robot learning and simulation-to-real-world transfer research.
5.11  Natural Language Processing
Natural Language Processing (NLP) is one of the most widely applied components of AI, enabling machines to analyse, interpret, and generate human language in all its forms — written, spoken, and structured. It is the foundational technology underlying chatbots, virtual assistants, machine translation, search engines, spam filters, sentiment analysis tools, and large language models.
NLP operates in two complementary directions. Natural Language Understanding (NLU) converts unstructured human language into machine-processable structured data: it extracts meaning, intent, entities, sentiment, and relationships from text or speech. Natural Language Generation (NLG) performs the reverse, transforming structured data or internal representations into fluent natural language. Both directions are central to how conversational AI systems work: NLU interprets what a user asked; NLG formulates the response (Young et al., 2018).
The history of NLP divides roughly into three eras. Rule-based NLP (1950s–1980s) encoded explicit grammatical and semantic rules; it was precise but brittle and failed to handle the variability of real language. Statistical NLP (1990s–2010s) used probabilistic models trained on text corpora, achieving far greater robustness. The deep learning era (2013–present) produced word embeddings (Word2Vec, GloVe), recurrent networks for sequential text, and then transformer-based models that have redefined the state of the art across virtually every NLP benchmark.
A persistent and serious limitation of current NLP systems is their uneven performance across languages. Large language models are trained predominantly on English-language text, and their capabilities degrade significantly for languages that are underrepresented in training corpora. LLaMA 2's training dataset is approximately 89.7% English; Vietnamese, a language spoken by over 95 million people, accounts for just 0.08% of its training data (Touvron et al., 2023). Languages described as 'low-resource' — lacking sufficient digital text for model training — include most of the world's approximately 7,000 languages, including many widely spoken in Africa, South Asia, and Southeast Asia (Dash, 2022). BLOOM (BigScience, 2022), developed through a collaborative effort involving over 1,200 researchers across 39 countries, was specifically designed to address this imbalance, training on 46 spoken languages and 13 programming languages including many from Africa, the Middle East, and Asia typically absent from other major corpora.
The societal implications of NLP are broad and consequential. Automated content moderation, hiring screening tools, credit application processing, medical record summarisation, legal document analysis, and real-time translation all rely on NLP. Bias in NLP systems — arising from biased training data, flawed annotation practices, or optimisation objectives that encode historical discrimination — can produce and amplify discriminatory outcomes at scale, affecting decisions about employment, credit, healthcare, and legal proceedings. The development of more robust, multilingual, and bias-aware NLP systems is among the central challenges of responsible AI (Bender et al., 2021).



	PART III
Applications: AI Across Every Sector of Society



6.  AI in Health and Medicine
Healthcare is simultaneously the domain where AI has the greatest potential to save and improve lives, and where errors carry the most serious consequences. AI applications span every stage of the medical process.
6.1  Diagnostic Imaging and Clinical Decision Support
Deep learning models for medical image analysis have produced compelling evidence of clinical utility. A 2020 Nature Medicine study found that a deep learning model matched or exceeded a panel of eleven radiologists in detecting breast cancer from mammograms, while simultaneously reducing false-positive rates (McKinney et al., 2020). Similar results have been reported for diabetic retinopathy from retinal photographs (critical for preventing preventable blindness in resource-scarce settings), lung cancer from CT scans (Ardila et al., 2019), and skin cancer from dermoscopic images (Esteva et al., 2017). AI tools integrated into clinical workflows can summarise patient records, flag drug interactions, alert clinicians to deteriorating patients, and extract structured information from clinical notes at scale (Rajpurkar et al., 2022). These tools reduce diagnostic errors that affect millions of patients annually, but raise concerns about automation bias (over-reliance on algorithmic recommendations), alert fatigue, and liability when AI-assisted diagnoses are wrong.
6.2  Drug Discovery: AlphaFold and Beyond
Drug discovery is extraordinarily expensive — the average cost of bringing a drug to market exceeds one billion US dollars — and time-consuming, typically fifteen or more years from discovery to approval (DiMasi et al., 2016). Machine learning models predict molecular binding affinity, toxicity, and pharmacokinetics, enabling computational screening of billions of candidates before any are synthesised. DeepMind's AlphaFold 2 (Jumper et al., 2021) solved the fifty-year protein structure prediction problem with exceptional accuracy. DeepMind made predictions for nearly all known proteins freely available, accelerating research into cancer, infectious disease, and drug development worldwide. AI is also applied to repurposing existing approved drugs for new indications — a faster and cheaper pathway that gained particular attention during the COVID-19 pandemic.
6.3  Mental Health, Public Health, and Agentic Research
In mental health, chatbot-based interventions (Woebot, Wysa) have accumulated evidence bases for mild to moderate anxiety and depression; NLP tools enable passive mental state monitoring through text and speech patterns (Torous et al., 2021). These applications are among the most ethically sensitive, requiring attention to patient safety, therapeutic relationships, and the privacy of highly sensitive data. In public health, AI supports disease surveillance, outbreak detection, genomic epidemiology, and zoonotic spillover risk modelling. Agentic AI systems are being explored for automating biomedical research workflows: designing literature reviews, formulating hypotheses, writing analysis pipelines, and coordinating multi-step scientific investigations (Boiko et al., 2023).
7.  AI in Education
7.1  Adaptive Learning, Generative AI, and Agentic Tutors
Intelligent Tutoring Systems have been in development since the 1970s. Evidence from randomised controlled trials indicates that well-designed ITS produce learning gains comparable to one-on-one human tutoring — substantially more effective than conventional classroom instruction (Bloom, 1984; VanLehn, 2011). Modern adaptive learning platforms using machine learning to model student knowledge in real time (Khan Academy, Duolingo, Carnegie Learning) reach hundreds of millions of learners. Generative AI has profoundly disrupted educational practice: students use LLMs for writing assistance, tutoring, and problem-solving, raising valid concerns about academic integrity and deep understanding while also providing previously inaccessible personalised support at scale (Bender et al., 2021). Evidence suggests that overreliance on AI assistance can undermine metacognitive skill development. Agentic AI systems are beginning to provide long-horizon personalised learning scaffolding — proactively identifying knowledge gaps, assembling custom resources, and monitoring progress across extended periods (Yao et al., 2023).
8.  AI in Agriculture, Climate, and the Environment
8.1  Precision Agriculture and Food Security
AI-driven irrigation management reduces agricultural water use by twenty to forty percent in some contexts while maintaining yields (Liakos et al., 2018). Crop disease identification apps deployable on low-cost smartphones have demonstrated measurable yield and income improvements for smallholder farmers in Uganda and Tanzania (Mohanty et al., 2016). AI demand forecasting and dynamic pricing tools are being used to reduce the estimated one-third of all food produced globally that is lost or wasted.
8.2  Climate Modelling, Energy, and Biodiversity
AI-based weather forecasting models — DeepMind's GraphCast and Huawei's Pangu-Weather — have demonstrated forecast accuracy matching or exceeding established numerical prediction systems at much lower computational cost (Lam et al., 2023). AI-driven energy grid management predicts variable renewable generation, forecasts demand, dispatches storage, and detects faults in real time. Reinforcement learning applied to Google's data centre cooling reportedly reduced cooling energy use by forty percent (Evans & Gao, 2016). Remote sensing combined with AI image classification enables real-time monitoring of deforestation, glacier retreat, and biodiversity change at global scale.
8.3  The Environmental Footprint of AI Itself
The environmental costs of AI must be acknowledged alongside its environmental applications. Training a single large NLP model produces carbon dioxide equivalent emissions comparable to the lifetime emissions of five automobiles (Strubell et al., 2019). Training GPT-3 consumed approximately 1,287 MWh of electricity, producing around 552 tonnes of CO2 equivalent (Patterson et al., 2021). Inference costs — accumulated across billions of daily queries — can dwarf training costs at deployment scale. Data centres also consume significant volumes of water for cooling, increasingly a concern in water-stressed regions (Li et al., 2023). Transparency in reporting training and inference energy and carbon emissions is an important emerging governance requirement.
9.  AI in Finance, Work, and the Economy
9.1  Financial Services
Credit scoring has used statistical models since the 1950s; modern systems use machine learning trained on extensive behavioural data. Fraud detection monitors transactions in real time for anomalies. Algorithmic trading exploits market inefficiencies at speeds impossible for human traders. Robo-advisors provide automated investment advice at a fraction of the cost of human advisors, broadening access to portfolio management. Systemic risks include correlated failures across AI-driven trading systems contributing to market instability, and the amplification of existing biases in credit and insurance markets (Bartlett et al., 2019).
9.2  Labour Market and Economic Impacts
Historical technological revolutions have both displaced workers from existing roles and created new categories of employment. AI is widely expected to accelerate automation of cognitive tasks. Frey and Osborne's (2017) often-cited analysis estimated 47% of US jobs at high risk of automation; subsequent work revised this substantially downward, finding that while many tasks within jobs will be automated, this often augments rather than replaces workers. AI is likely to disproportionately displace workers in routine cognitive tasks (data processing, customer service, some elements of legal, accounting, and medical work) while augmenting workers in non-routine, judgement-intensive, creative, and relational work. In lower-income countries, AI-enabled automation in wealthy countries could reduce the traditional labour-cost-advantage development pathway (Rodrik, 2018). Policy responses in education, workforce retraining, social protection, and competition policy will be critical in determining how widely AI productivity benefits are shared.
10.  AI in Creative Arts, Media, Transportation, Security, and Justice
10.1  Creative Arts and Media
Generative AI produces images (Midjourney, DALL-E 3), music (Suno, Udio), and text (all major LLMs) that many observers find compelling and sometimes indistinguishable from human-created work. Legal challenges to generative AI companies on copyright grounds are active in courts worldwide (Concannon, 2023). In journalism, AI is used for automated structured reporting, content personalisation, and fact-checking assistance. The same capabilities enable industrial-scale production of disinformation — AI-generated text, audio deepfakes, and fabricated video that can fabricate statements by political leaders at near-zero marginal cost (Chesney & Citron, 2019). AI is also transforming cultural heritage: handwritten text recognition (HTR) systems have made millions of historical manuscripts searchable for the first time.
10.2  Transportation and Security
Autonomous vehicle development has progressed most rapidly in geofenced urban ride-hailing (Waymo) and highway trucking, where the environment is more constrained. AI traffic management, logistics route optimisation, and dynamic public transit scheduling are deployed at scale with measurable reductions in congestion and emissions (Schrank et al., 2021). In cybersecurity, AI enables real-time detection of anomalous network behaviour and identification of phishing content — while simultaneously assisting attackers in writing malware and social engineering content (Brundage et al., 2018). The development of lethal autonomous weapons systems that select and engage targets without direct human control is among the most ethically contested AI applications, with no binding international treaty governing their development as of 2025 (Roff, 2014).
10.3  Law Enforcement and Criminal Justice
AI tools in criminal justice include facial recognition for suspect identification, predictive policing algorithms, and risk assessment tools used in bail, sentencing, and parole decisions. Commercial facial recognition systems have significantly higher error rates for darker-skinned individuals and women (Buolamwini & Gebru, 2018). Predictive policing tools inherit biases from policing practices that disproportionately targeted minority communities (Lum & Isaac, 2016). The use of algorithmic tools in consequential criminal justice decisions without meaningful transparency, explanation, or challenge rights raises profound due process and equal protection concerns.



	PART IV
Responsible, Ethical, and Governed AI



11.  Responsible AI
'Responsible AI' describes the practices, principles, and governance arrangements ensuring AI is developed and deployed in ways that are trustworthy, beneficial, and protective of human rights and dignity. It overlaps with trustworthy AI, explainable AI (XAI), fair AI, privacy-preserving AI, and human-centred AI (Jobin et al., 2019). A structured literature review by Goellner et al. (2024) recommends defining it as: 'human-centred and ensures users' trust through ethical ways of decision-making that must be fair, accountable, not biased, non-discriminating and consistent with societal laws and norms... ensuring that automated decisions are explainable to users while always preserving users' privacy through a secure implementation.' The Global Partnership on AI defines it as 'human-centred, fair, equitable, inclusive and respectful of privacy, human rights and democracy, and that aims at contributing positively to the public good' (GPAI, 2023).
11.1  Core Dimensions of Responsible AI
Transparency: Operators should be open about when and how AI is used, what data it was trained on, and what its limitations are.
Explainability: The reasoning behind AI decisions should be interpretable to those affected, especially in high-stakes contexts such as medical diagnosis, credit decisions, and criminal justice.
Fairness and Non-discrimination: AI systems must not systematically disadvantage individuals based on protected characteristics such as race, gender, age, disability, or nationality.
Accountability: Clear, enforceable responsibility for AI system design, deployment, and consequences must be assigned.
Privacy and Security: Personal data must be protected; systems must be robust against misuse and adversarial attack.
Human Oversight: Meaningful human control and the ability to override AI systems must be maintained in high-stakes decisions.
Beneficence: Systems should maximise benefit and minimise harm, with explicit attention to distributional questions about who benefits and who bears risks.
11.2  Explainability and Fairness
Many of the most powerful AI models are technically opaque — it is difficult to explain why they produce a particular output for a particular input. A clinician needs to understand the basis for an AI diagnostic flag; a loan applicant denied by an algorithm has a legal right to explanation in many jurisdictions (Doshi-Velez & Kim, 2017). Explainable AI (XAI) methods include local interpretability approaches (LIME, SHAP) explaining individual predictions, and inherently interpretable architectures (decision trees, linear models) that sacrifice some predictive power for transparency. No fully satisfactory general solution exists, and the tension between performance and interpretability remains active (Adadi & Berrada, 2018).
AI systems exhibit and amplify bias through multiple pathways: training data bias (datasets not representing all groups or reflecting historical discrimination); algorithmic bias (optimisation objectives performing better for some groups); and measurement bias (proxy variables that are themselves biased). The technical literature has identified over twenty mathematical definitions of fairness — and demonstrated that many are mutually incompatible in real-world settings (Chouldechova, 2017). Fairness is therefore irreducibly a normative and political question, not purely a computational one: explicit choices about whose interests to prioritise must be made.
11.3  Global South Perspectives and Locally Grounded Frameworks
Responsible AI discourse has been shaped disproportionately by institutions in wealthy countries, primarily the United States, European Union, and United Kingdom (Kong et al., 2022). This risks imposing governance frameworks developed in one cultural context on communities elsewhere — what some scholars term 'AI colonialism' (Ricaurte, 2022). The REL-AI4GS framework (Responsible, Explainable, and Local AI for Clinical, Public, and Global Health in the Global South), developed by the ACADIC consortium with IDRC support, integrates community participation, local relevance, and context-specific explainability for health AI deployment (ACADIC, 2023). The FACETS framework (Fairness, Accountability, Confidentiality, Ethics, Transparency, Safety) from the AI4D Responsible AI Lab in Ghana provides a quantitative approach to measuring Responsible AI against international standards, ISO 26000, developed in collaboration with Burkina Faso and Tanzania. Building regulatory expertise, data infrastructure, and local AI research capacity in lower-income countries is an essential precondition for genuinely inclusive global AI governance (Monasterio Astobiza et al., 2022).
12.  Ethical AI
Ethical AI engages the deeper philosophical questions of what values should guide AI and whose ethical frameworks should prevail in a globally diverse world. Its foundations lie in the 1948 Universal Declaration of Human Rights, which articulates universal, indivisible, inalienable rights applying to all persons by virtue of their humanity.
The 2021 UNESCO Recommendation on the Ethics of Artificial Intelligence — adopted unanimously by all 193 UNESCO member states — is grounded in four foundational values: human rights and dignity; peaceful and just societies; diversity and inclusiveness; and environmental sustainability (UNESCO, 2021). It derives ten core principles:
	Principle
	What It Requires in Practice

	Proportionality & Do No Harm
	AI used only when necessary and proportionate; human rights limitations must be justified

	Safety & Security
	Systems must be reliable, secure, and resistant to misuse and adversarial attack

	Fairness & Non-discrimination
	AI must not produce or amplify discrimination based on protected characteristics

	Sustainability
	Development and deployment must minimise environmental harm

	Privacy & Data Protection
	Personal data collected only with consent, used only for stated purposes, and protected

	Human Oversight & Determination
	Meaningful human control must be maintained, especially in high-stakes decisions

	Transparency & Explainability
	AI processes, limitations, and decision logic must be understandable to affected parties

	Responsibility & Accountability
	Responsibility for AI outcomes must be clearly assigned and enforceable

	Awareness & Literacy
	Education about AI for the public, decision-makers, and affected communities is essential

	Multi-stakeholder Governance
	AI governance must include civil society, affected communities, and diverse national voices


Table 12.1: Ten core principles of the UNESCO Recommendation on the Ethics of AI (2021).

Current AI ethics frameworks draw primarily from Western European philosophical traditions — utilitarian welfare maximisation, Kantian rights, liberal political theory — that are not universally shared. Ubuntu philosophy, influential across sub-Saharan Africa, grounds ethics in relational and communal identity: 'a person is a person through other persons' expresses a fundamentally different moral framework than atomistic individual rights (Mhlambi, 2020; Segun, 2021). Confucian ethics, influential in East Asia, prioritises relational virtue, social harmony, and reciprocal obligation over individual autonomy (Amugongo et al., 2023; Wong, 2012). The Indigenous-Led AI Project — eight universities and twelve Indigenous community organisations across Canada, the United States, and New Zealand — pioneers incorporation of non-Western knowledge systems centred on land relationships, intergenerational responsibility, and non-human personhood (Lewis et al., 2020). Recognising multiple valid traditions demands genuine pluralism in governance structures and meaningful participation from diverse communities.
13.  AI Governance and Regulation
13.1  The Governance Gap
The pace of AI development has consistently outrun governments' capacity to build adequate regulatory frameworks. Several factors make AI uniquely difficult to regulate: it is intangible and borderless; it is dual-use; it evolves continuously through retraining; its failures are probabilistic rather than deterministic; and its development is concentrated in a small number of large technology companies (Calo, 2017). The resulting governance gap is particularly consequential for lower-income countries, which are simultaneously most vulnerable to ungoverned AI deployment and least represented in international standard-setting processes (Cihon, 2019).
13.2  The European Union AI Act
The EU Artificial Intelligence Act, which entered into force in August 2024, is the world's first comprehensive binding legal framework for AI (European Parliament, 2024). It adopts a risk-tiered approach: unacceptable-risk systems are prohibited outright, including real-time remote biometric surveillance of public spaces, AI-powered social scoring, systems exploiting psychological vulnerabilities, and AI used to assess criminal risk based on profiling. High-risk systems — in biometric identification, critical infrastructure, education, employment, essential services, law enforcement, migration, and justice — are permitted but subject to stringent mandatory conformity assessment, registration, risk management, data governance, transparency, human oversight, and post-market monitoring. General-purpose AI models (including LLMs) must document training data and comply with EU copyright law; those posing 'systemic risk' face adversarial testing and incident reporting obligations. The Act has substantial extraterritorial reach, applying to any AI system deployed in the EU regardless of developer location — giving it potential to function as a de facto global standard.
13.3  National Strategies and International Governance
Over seventy countries have published national AI strategies, with considerable variation in approach (OECD, 2023). The United States has pursued a sector-specific, executive-order-driven approach; Biden's 2023 Executive Order on Safe, Secure, and Trustworthy AI mandated safety testing and reporting for powerful systems. China has positioned AI leadership as a national strategic priority while developing specific domestic regulations on algorithmic recommendation (2022), deepfakes (2022), and generative AI (2023). The United Kingdom has pursued a 'pro-innovation' approach, assigning AI oversight to existing sectoral regulators and establishing an AI Security Institute. The G7 Hiroshima AI Process (2023) established voluntary guiding principles and a Code of Conduct. The Council of Europe Framework Convention on AI (2024) is the first binding multilateral treaty, though with significant implementation discretion for parties. The UN Secretary-General's High-Level Advisory Body on AI (2024) recommended a new international governance framework. The governance gap, particularly for the Global South, remains substantial and urgent.



	PART V
Critical Issues: Safety, Democracy, Privacy, and Society



14.  AI Safety and the Alignment Problem
14.1  Near-Term Safety: Robustness and Adversarial Attacks
Distribution shift occurs when a model is applied to data that differs systematically from its training data: a medical imaging model trained at one hospital may fail at another using different equipment; an autonomous vehicle trained in California may perform poorly in snow (Quionero-Candela et al., 2009). Adversarial attacks — carefully crafted input perturbations imperceptible to humans but sufficient to cause dramatic model failures — have been demonstrated across computer vision, NLP, and audio systems, with obvious security implications in high-stakes deployments (Szegedy et al., 2014; Goodfellow et al., 2015).
14.2  The Alignment Problem
The alignment problem asks: how do we ensure AI systems pursue goals genuinely aligned with human values, rather than proxy objectives that diverge from what we actually want? Specifying values precisely and completely is extraordinarily difficult — human values are complex, context-dependent, internally inconsistent, and often implicit. Bostrom's (2014) 'paperclip maximiser' illustrates the risk: an AI given the objective of maximising paperclip production might, if sufficiently capable, convert all available matter — including humans — into paperclips. Current systems do not pose this risk, but the conceptual problem is taken seriously across the research community.
Techniques under active development include RLHF (Ouyang et al., 2022), Constitutional AI (Bai et al., 2022), interpretability research attempting to understand what representations and goals models have developed internally (Elhage et al., 2021), and scalable oversight methods. No fully satisfactory solutions have been established.
14.3  Agentic AI Safety
Agentic AI systems introduce safety challenges that differ qualitatively from static generative models, precisely because they act in the world. When an agent executes financial transactions, sends communications, or modifies production code, errors can compound across time and may be difficult or impossible to reverse. An agent with an incompletely specified objective may take unintended actions while remaining technically aligned with its literal goal. Long autonomous planning horizons amplify the risk of divergence from human intent. Core safety requirements include: clear human oversight and defined intervention points; action logging and auditability; explicit scope limitations on what tools and resources an agent can access; and 'safe interruptibility' — the ability to pause or stop an agent without triggering resistance (Hadfield-Menell et al., 2017; Shinn et al., 2023). Prompt injection attacks — malicious content in the agent's environment hijacking its instructions — represent a new attack surface with no equivalent in static model deployment.
14.4  Catastrophic and Existential Risk
A significant minority of researchers believe that AI systems substantially more capable than humans in general cognitive tasks could, without adequate safeguards, pose risks not merely to groups but to human civilisation (Bostrom, 2014; Russell, 2019). The November 2023 OpenAI boardroom crisis brought these debates into mainstream public discourse. The UK's AI Safety Summit at Bletchley Park (November 2023) produced the Bletchley Declaration, signed by twenty-eight governments, acknowledging the potential for 'catastrophic harm' from frontier AI. The probability and timeline of catastrophic outcomes is deeply contested: some researchers regard it as the dominant risk; others regard it as speculative distraction from more concrete near-term harms (LeCun, 2022; Yudkowsky, 2022).
15.  AI and Democracy: Disinformation, Surveillance, and Power
15.1  Disinformation and Synthetic Media
AI's capacity to produce persuasive text, realistic synthetic images, convincing audio impersonations, and fabricated video at near-zero cost poses fundamental challenges to democratic information ecosystems. AI-powered 'astroturfing' fabricates the appearance of grassroots support for fringe positions. Deepfakes of political leaders have been used in multiple national contexts (Chesney & Citron, 2019). The fundamental asymmetry between the near-zero cost of generating synthetic content and the high cost of detecting and debunking it creates structural risks for democratic discourse (Bradshaw & Howard, 2019).
15.2  Surveillance, Control, and Concentration of Power
AI-enabled surveillance technologies — facial recognition, gait analysis, behavioural profiling — have dramatically expanded the technical capacity for governments and corporations to monitor individuals and populations. In Xinjiang, China, AI surveillance has been documented as a tool of mass control of the Uyghur population (Human Rights Watch, 2019). The development of frontier AI is concentrated in a very small number of large technology companies, primarily US-based. This concentration raises questions about the distribution of economic gains, accountability of private companies making decisions with profound public consequences, and national sovereignty where critical AI infrastructure is controlled by foreign corporations (Acemoglu, 2021).
16.  Data Privacy, Sovereignty, and Digital Rights
AI systems are fundamentally data systems. Modern data protection frameworks, including the EU GDPR, establish individual rights over personal data: access, rectification, erasure, portability, and objection to automated decision-making (Regulation EU 2016/679). These frameworks are strained by AI systems trained on data from millions of sources with varied consents, and by the technical difficulty of removing individual data from trained models.
Data sovereignty — the principle that data about a country's citizens should be subject to that country's laws — is contested in an era of global cloud infrastructure. This is particularly acute for lower-income countries lacking the technical capacity and regulatory frameworks to govern data used to train AI systems operated by foreign companies. Equitable data governance frameworks protecting community data rights are among the most pressing needs in global AI policy (Coyle et al., 2020).
	The Data for Development Challenge
AI systems capable of improving health, agricultural, and educational outcomes in lower-income countries must be trained on local data to perform well. Yet much of this data — patient records, farm sensor data, educational outcomes — is collected by foreign companies and used to train models deployed commercially, with limited benefit returning to the communities that generated it. Equitable data governance is not merely an ethical nicety; it is a practical prerequisite for AI that genuinely serves all of humanity.





	PART VI
The Future of Artificial Intelligence



17.  Emerging Frontiers
17.1  Artificial General Intelligence
AGI — a hypothetical system performing any intellectual task a human can, with fluid cross-domain transfer — remains the long-term aspiration of much foundational AI research. Whether current architectures lead toward AGI, and on what timescale, is deeply contested. Some AI lab researchers believe AGI may be achieved within the current decade (Altman, 2023); others argue current architectures are fundamentally limited (LeCun, 2022; Marcus, 2022). The emergence of increasingly capable agentic AI systems blurs the practical boundary between narrow AI and AGI aspirations, without resolving fundamental theoretical questions.
17.2  Agentic AI: The Current Frontier
As introduced in Sections 4.3 and 2.7, agentic AI represents the current deployment frontier. The progression from static model to autonomous agent involves tool use, memory, and planning — capabilities whose combination transforms AI from a content generator into a system capable of sustained autonomous action. Multi-agent frameworks, in which networks of collaborating AI models are applied to complex research pipelines (Boiko et al., 2023), software development (Park et al., 2023), and enterprise orchestration, are advancing rapidly. Governance frameworks developed for generative AI require significant extension to address agentic behaviour, particularly questions of oversight, reversibility, scope limitation, and liability (Wang et al., 2024).
17.3  Multimodal Models, Embodied AI, and Scientific Discovery
Large multimodal models (LMMs) integrate language, vision, audio, and other modalities, enabling systems to answer questions about images, describe video content, and generate images from text. The WHO released dedicated ethics guidance for LMMs in health contexts in January 2024 (WHO, 2024). Embodied AI — systems learning through physical interaction with the world — is advancing through robot learning research and sim-to-real transfer (Brohan et al., 2022). AI is also transforming scientific discovery itself: AlphaFold 2 transformed structural biology; AI tools are accelerating materials science (Merchant et al., 2023); and automated laboratory systems are beginning to conduct multi-step experiments autonomously (Boiko et al., 2023).
17.4  Neuromorphic Computing and Quantum AI
Neuromorphic computing builds hardware that more closely mimics biological neural circuits, using spiking signals and local learning rules rather than energy-intensive digital computation — with the potential to dramatically reduce AI's energy footprint (Davies et al., 2018). Quantum computing has theoretical applications in AI optimisation, sampling, and certain machine learning algorithms; practical quantum advantage over classical computers for AI tasks has not yet been demonstrated (Biamonte et al., 2017).
18.  Navigating the AI Transition
18.1  AI Literacy and Inclusive Governance
As AI becomes embedded in nearly every aspect of work, governance, healthcare, education, and culture, understanding and critically evaluating AI is becoming a civic necessity, not only a technical skill. AI literacy encompasses awareness of AI's presence and influence; conceptual understanding of how ML systems learn and where they fail; critical thinking skills for evaluating AI-generated content and algorithmic decisions; and the ability to use AI tools productively and responsibly (Ng et al., 2021). Bridging the AI divide between high-income and lower-income countries requires investment in data infrastructure, connectivity, AI research capacity, regulatory expertise, and local AI development ecosystems — alongside international frameworks for equitable data governance and benefit-sharing from AI productivity growth (Cihon, 2019).
18.2  Conclusion
Artificial intelligence — discriminative, generative, and now agentic — will touch every aspect of human society over the coming decades. Its trajectory will be shaped not only by technical progress but by the political, economic, and governance choices made by individuals, institutions, and governments worldwide. AI is not destiny. It is a powerful tool capable of diagnosing cancer, accelerating drug discovery, supporting smallholder farmers, improving educational access, and modelling the climate systems on which all life depends. It is also a tool capable of automating surveillance, amplifying disinformation, perpetuating discrimination at scale, and concentrating power. Which of these futures is realised depends on choices: about what systems are built and for whom; what data is used and how it is governed; what uses are permitted and what are prohibited; how benefits are distributed and harms prevented; and who has a voice in making these decisions. These are not primarily technical questions. They are questions of values, politics, and power — and they belong to everyone.
	A Note to Readers
This document is intended as a living reference, not a final statement. The field of artificial intelligence evolves with extraordinary speed: new capabilities, risks, applications, and governance frameworks emerge continuously. Readers are encouraged to treat this as a foundation for ongoing inquiry, not a settled authority on any topic it addresses.



References
ACADIC. (2023). REL-AI4GS Framework for Responsible AI in the Global South. IDRC-Supported Project Report.
Acemoglu, D. (2021). Harms of AI (NBER Working Paper 29247). National Bureau of Economic Research.
Adadi, A., & Berrada, M. (2018). Peeking inside the black-box: A survey on explainable artificial intelligence. IEEE Access, 6, 52138–52160.
Altman, S. (2023). Planning for AGI and beyond. OpenAI Blog.
Amugongo, L.M., et al. (2023). Confucian perspectives on AI ethics. AI & Society.
Ardila, D., et al. (2019). End-to-end lung cancer detection using deep learning. Nature Medicine, 25(6), 954–961.
Bai, Y., et al. (2022). Constitutional AI: Harmlessness from AI feedback. Anthropic Technical Report.
Barocas, S., Hardt, M., & Narayanan, A. (2019). Fairness and Machine Learning. fairmlbook.org.
Bartlett, R., et al. (2019). Consumer-lending discrimination in the fintech era (NBER Working Paper 25943).
Bender, E.M., et al. (2021). On the dangers of stochastic parrots. Proceedings of FAccT 2021.
Biamonte, J., et al. (2017). Quantum machine learning. Nature, 549, 195–202.
BigScience. (2022). BLOOM: A 176B-parameter open-access multilingual language model. arXiv:2211.05100.
Bloom, B.S. (1984). The 2 sigma problem. Educational Researcher, 13(6), 4–16.
Boiko, D.A., et al. (2023). Autonomous chemical research with large language models. Nature, 624, 570–578.
Boole, G. (1854). An Investigation of the Laws of Thought. Walton and Maberly.
Bostrom, N. (2014). Superintelligence: Paths, Dangers, Strategies. Oxford University Press.
Bradshaw, S., & Howard, P.N. (2019). The Global Disinformation Order. Oxford Internet Institute.
Brohan, A., et al. (2022). RT-1: Robotics transformer for real-world control. arXiv:2212.06817.
Brown, T., et al. (2020). Language models are few-shot learners (GPT-3). Advances in NeurIPS, 33.
Brundage, M., et al. (2018). The malicious use of artificial intelligence. Future of Humanity Institute.
Buolamwini, J., & Gebru, T. (2018). Gender shades: Intersectional accuracy disparities in commercial gender classification. Proceedings of FAT* 2018.
Bai, Y., et al. (2022). Constitutional AI: Harmlessness from AI feedback. Anthropic Technical Report. [see also under Bai above]
Calo, R. (2017). Artificial intelligence policy: A primer and roadmap. UC Davis Law Review, 51(2), 399–435.
Chen, J., & Shen, B. (2019). Artificial intelligence and economic growth. International Journal of Education Economics and Development, 10(2), 134–147.
Chesney, R., & Citron, D. (2019). Deep fakes: A looming challenge. California Law Review, 107(6), 1753–1820.
Chouldechova, A. (2017). Fair prediction with disparate impact. Big Data, 5(2), 153–163.
Cihon, P. (2019). Standards for AI governance. Future of Humanity Institute.
Concannon, B. (2023). Generative AI and copyright. Yale Journal of Law & Technology.
Coyle, D., et al. (2020). Data governance for the 21st century. Bennett Institute for Public Policy.
Crafts, N. (2021). Is AI a general-purpose technology? Oxford Review of Economic Policy, 37(3), 521–529.
Dash, S. (2022). Low-resource language models: Challenges and approaches. Transactions of the ACL.
Davies, M., et al. (2018). Loihi: A neuromorphic manycore processor. IEEE Micro, 38(1), 82–99.
Descartes, R. (1637). Discourse on the Method [trans. Cottingham, J., 1985]. Cambridge University Press.
DiMasi, J.A., Grabowski, H.G., & Hansen, R.W. (2016). Innovation in the pharmaceutical industry. Journal of Health Economics, 47, 20–33.
Doshi-Velez, F., & Kim, B. (2017). Towards a rigorous science of interpretable machine learning. arXiv:1702.08608.
Elhage, N., et al. (2021). A mathematical framework for transformer circuits. Transformer Circuits Thread.
Esteva, A., et al. (2017). Dermatologist-level classification of skin cancer. Nature, 542, 115–118.
European Parliament. (2024). Regulation laying down harmonised rules on artificial intelligence (AI Act). Official Journal of the EU.
Evans, R., & Gao, J. (2016). DeepMind AI reduces Google data centre cooling bill by 40%. DeepMind Blog.
Frey, C.B., & Osborne, M.A. (2017). The future of employment. Technological Forecasting and Social Change, 114, 254–280.
Gebru, T., et al. (2018). Datasheets for datasets. Proceedings of FATE/ML Workshop, NeurIPS 2018.
Gödel, K. (1931). Über formal unentscheidbare Sätze der Principia Mathematica. Monatshefte für Mathematik, 38, 173–198.
Goellner, M., et al. (2024). Defining Responsible AI: A structured literature review. AI & Society (under review).
Global Partnership on AI (GPAI). (2023). Responsible AI: Definition and governing principles. GPAI Secretariat.
Goodfellow, I., et al. (2014). Generative adversarial networks. Advances in NeurIPS, 27.
Goodfellow, I., Shlens, J., & Szegedy, C. (2015). Explaining and harnessing adversarial examples. ICLR 2015.
Hadfield-Menell, D., et al. (2017). The off-switch game. Proceedings of IJCAI 2017.
Hinton, G.E., Osindero, S., & Teh, Y.W. (2006). A fast learning algorithm for deep belief nets. Neural Computation, 18(7), 1527–1554.
Ho, J., Jain, A., & Abbeel, P. (2020). Denoising diffusion probabilistic models. Advances in NeurIPS, 33.
Human Rights Watch. (2019). 'Eradicating ideological viruses': China's campaign of repression in Xinjiang. HRW Report.
Ji, Z., et al. (2023). Survey of hallucination in natural language generation. ACM Computing Surveys, 55(12), 1–38.
Jobin, A., Ienca, M., & Vayena, E. (2019). The global landscape of AI ethics guidelines. Nature Machine Intelligence, 1, 389–399.
Jumper, J., et al. (2021). Highly accurate protein structure prediction with AlphaFold. Nature, 596, 583–589.
Kaplan, J., et al. (2020). Scaling laws for neural language models. arXiv:2001.08361.
Kong, Y., et al. (2022). Responsible AI in the Global South. AI & Society.
Kong, Y., et al. (2023). Locally developed responsible AI frameworks. Global Policy.
Krizhevsky, A., Sutskever, I., & Hinton, G.E. (2012). ImageNet classification with deep CNNs. Advances in NeurIPS, 25.
Lam, R., et al. (2023). Learning skillful medium-range global weather forecasting. Science, 382, 1416–1421.
LeCun, Y., et al. (1989). Backpropagation applied to handwritten zip code recognition. Neural Computation, 1(4), 541–551.
LeCun, Y. (2022). A path towards autonomous machine intelligence. OpenReview.
Leibniz, G.W. (1666). Dissertatio de Arte Combinatoria. Leipzig.
Lewis, J.E., et al. (2020). Indigenous Protocol and Artificial Intelligence Position Paper. Initiative for Indigenous Futures.
Li, P., et al. (2023). Making AI less 'thirsty': The secret water footprint of AI models. arXiv:2304.03271.
Liakos, K.G., et al. (2018). Machine learning in agriculture: A review. Sensors, 18(8), 2674.
Lighthill, J. (1973). Artificial Intelligence: A General Survey. Science Research Council.
Lovelace, A. (1843). Notes on Menabrea's sketch of the Analytical Engine. Scientific Memoirs, 3, 666–731.
Lum, K., & Isaac, W. (2016). To predict and serve? Significance, 13(5), 14–19.
Marcus, G. (2022). Deep learning alone isn't getting us to human-like AI. arXiv:2209.12685.
McCarthy, J., Minsky, M., Rochester, N., & Shannon, C. (1955). A proposal for the Dartmouth summer research project on artificial intelligence.
McCulloch, W., & Pitts, W. (1943). A logical calculus of the ideas immanent in nervous activity. Bulletin of Mathematical Biophysics, 5, 115–133.
McKinney, S.M., et al. (2020). International evaluation of an AI system for breast cancer screening. Nature, 577, 89–94.
Merchant, A., et al. (2023). Scaling deep learning for materials discovery. Nature, 624, 80–85.
Mhlambi, S. (2020). From rationality to relationality: Ubuntu as an ethical framework for AI governance. Carr Center Discussion Paper 2020-009.
Minsky, M., & Papert, S. (1969). Perceptrons. MIT Press.
Mohanty, S.P., Hughes, D.P., & Salathé, M. (2016). Using deep learning for plant disease detection. Frontiers in Plant Science, 7, 1419.
Monasterio Astobiza, A., et al. (2022). AI governance gaps in the Global South. AI & Ethics.
Moravec, H. (1988). Mind Children. Harvard University Press.
Newell, A., Shaw, J.C., & Simon, H.A. (1958). Report on a general problem-solving program. International Conference on Information Processing.
Ng, D.T.K., et al. (2021). Conceptualizing AI literacy. Computers and Education: Artificial Intelligence, 2, 100041.
OECD. (2023). OECD AI Policy Observatory: Country dashboards. oecd.ai.
OHCHR. (2021). The right to privacy in the digital age. A/HRC/48/31.
OpenAI. (2023). ChatGPT: Optimizing language models for dialogue. OpenAI Blog.
Ouyang, L., et al. (2022). Training language models to follow instructions with human feedback. Advances in NeurIPS, 35.
Park, J.S., et al. (2023). Generative agents: Interactive simulacra of human behavior. Proceedings of UIST 2023.
Patterson, D., et al. (2021). Carbon considerations for large language model training. arXiv:2104.10350.
Quionero-Candela, J., et al. (2009). Dataset Shift in Machine Learning. MIT Press.
Radford, A., et al. (2019). Language models are unsupervised multitask learners (GPT-2). OpenAI Blog.
Rajpurkar, P., et al. (2022). AI in health and medicine. Nature Medicine, 28, 31–38.
Regulation (EU) 2016/679. General Data Protection Regulation. Official Journal of the EU, L 119, 4 May 2016.
Ricaurte, P. (2022). Ethics of AI in the Global South. Big Data & Society, 9(1).
Rodrik, D. (2018). New technologies, global value chains, and developing economies. NBER Working Paper 25164.
Roff, H.M. (2014). The strategic robot problem: Lethal autonomous weapons in war. Journal of Military Ethics, 13(3), 211–227.
Rumelhart, D., Hinton, G., & Williams, R. (1986). Learning representations by back-propagating errors. Nature, 323, 533–536.
Russell, S. (2019). Human Compatible: AI and the Problem of Control. Viking.
Russell, S., & Norvig, P. (2020). Artificial Intelligence: A Modern Approach (4th ed.). Pearson.
Sarker, I.H. (2021). Machine learning: Algorithms, real-world applications and research directions. SN Computer Science, 2(160).
Schrank, D., Eisele, B., & Lomax, T. (2021). Urban Mobility Report. Texas A&M Transportation Institute.
Schwab, K. (2017). The Fourth Industrial Revolution. Crown Business.
Segun, S.T. (2021). African Ubuntu ethics for AI governance. AI & Society.
Shannon, C. (1948). A mathematical theory of communication. Bell System Technical Journal, 27(3), 379–423.
Shinn, N., et al. (2023). Reflexion: Language agents with verbal reinforcement learning. Advances in NeurIPS, 36.
Shortliffe, E.H. (1976). Computer-Based Medical Consultations: MYCIN. Elsevier.
Sifted. (2023). GPT-4: Everything we know about the model. Sifted.eu.
Silver, D., et al. (2016). Mastering the game of Go with deep neural networks and tree search. Nature, 529, 484–489.
Strubell, E., Ganesh, A., & McCallum, A. (2019). Energy and policy considerations for deep learning in NLP. Proceedings of ACL 2019.
Szegedy, C., et al. (2014). Intriguing properties of neural networks. ICLR 2014.
Torous, J., et al. (2021). Digital mental health and COVID-19. Lancet Digital Health, 3(3), e177–e178.
Touvron, H., et al. (2023). LLaMA 2: Open foundation and fine-tuned chat models. arXiv:2307.09288.
Turing, A.M. (1936). On computable numbers, with an application to the Entscheidungsproblem. Proceedings of the London Mathematical Society, 42(2), 230–265.
Turing, A.M. (1950). Computing machinery and intelligence. Mind, 59(236), 433–460.
UNESCO. (2021). Recommendation on the Ethics of Artificial Intelligence. UNESCO.
USAID. (2023). Artificial Intelligence Ethics Guide. USAID.
VanLehn, K. (2011). The relative effectiveness of human tutoring vs. intelligent tutoring systems. Educational Psychologist, 46(4), 197–221.
van Norren, D. (2023). Decolonizing AI ethics. Third World Quarterly.
Vapnik, V. (1995). The Nature of Statistical Learning Theory. Springer.
Vaswani, A., et al. (2017). Attention is all you need. Advances in NeurIPS, 30.
Wang, L., et al. (2024). A survey on large language model based autonomous agents. Frontiers of Computer Science.
Wei, J., et al. (2022). Emergent abilities of large language models. Transactions on Machine Learning Research.
Weizenbaum, J. (1966). ELIZA: A computer program for the study of natural language communication. Communications of the ACM, 9(1), 36–45.
Weizenbaum, J. (1976). Computer Power and Human Reason. W.H. Freeman.
WHO. (2021). Ethics and governance of artificial intelligence for health. World Health Organization.
WHO. (2024). Ethics and governance of AI for health: Guidance on large multi-modal models. World Health Organization.
Wiener, N. (1948). Cybernetics: Or Control and Communication in the Animal and the Machine. MIT Press.
Wong, A. (2012). Confucian ethics and artificial intelligence. AI & Society, 28(3).
Yao, S., et al. (2023). ReAct: Synergizing reasoning and acting in language models. ICLR 2023.
Young, T., et al. (2018). Recent trends in deep learning based NLP. IEEE Computational Intelligence Magazine, 13(3), 55–75.
Yudkowsky, E. (2022). AGI ruin: A list of lethalities. LessWrong.
Zech, J.R., et al. (2018). Variable generalisation performance of a deep learning model for chest radiograph interpretation. PLOS Medicine, 15(11).
